Chapter 8

Architectures and Frameworks for
Monte Carlo Methods: Overview
8.1

Goals of Part II of this Book

In this part of the book we discuss the design and implementation of the numerical methods that
we introduced in Part I. In particular, we map numerical algorithms to code and each major
mathematical concept will be realised by a C++ class. Furthermore, we introduce modelling and
design techniques that allow us to create flexible and maintainable Monte Carlo frameworks. To
this end, we employ a number of techniques to analyse, design and implement large and complex
software systems. There are six chapters in this part of the book; each chapter deals with one
aspect of the problem of translating higher-level design blueprints to more detailed ones. In
general, our starting point is a description of a system that we wish to implement while the
end-result is a set of C++ classes that realise the requirements that the system should satisfy.
The main steps are:
1. Create the highest-level software architecture for the system (using Domain Architectures
(Duffy 2004A)), this chapter.
2. Detailed component design using system patterns (POSA 1996), chapter 9.
3. Detailed object design blueprints using design patterns (GOF 1995), chapter 10.
4. Translating the design blueprints to C++ code, chapters 11 to 13.
In this way we show how we arrived at the running program based on a defined process. The
reader can follow the steps in the process and we have provided hints, guidelines and exercises
so that he or she can understand the design intent of the current framework.
We create code at various levels of generality:
”get it working” (here we focus on accuracy).
”get it right” (focus on the problem at hand but we do pay some attention to maintainability
and functionality issues).
”get it optimised” (create a framework that can be used by clients without having to know all
the internal details).
In Part III we shall use classes, patterns and frameworks when we create Monte Carlo applications for option pricing and hedging.
This chapter can be skipped on a first reading of the chapters in part II.
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8.2

Introduction and Objectives of this Chapter

The main goals of this first chapter in Part II are to introduce techniques to help us decompose
problems into simpler ones and having done that to create standard UML (Unified Modeling
Language) diagrams to document what we have created. In particular, we approach the software
development process as a series of activities.
One of the authors (see Duffy 2004A) has discovered and documented a number of domain
architectures that describe the structure and functionality of a range of applications. In fact,
these are metamodels that function as ’cookie cutters’ for specific applications:
• Manufacturing Systems (code MAN): these are systems that create finished products based
on some ’raw’ input data. Instance systems in the MAN category are compilers and computer aided design (CAD) applications. Another example is a system to create SDEs.
• Resource Allocation and Tracking Systems (code RAT): these systems process information,
entities and objects by assigning them to resources. In fact, we schedule these entities
by executing certain algorithms and informing client systems of the status of the success
(or otherwise) of the execution of these algorithms. Instance systems in the RAT category
track objects from entry point to exit point as it were; between these two points the objects
are modified in some way. Examples of RAT systems are helpdesk systems and real-time
tracking systems. Another example is a system to compute numerical solutions of SDEs
using the finite difference method.
• Management Information Systems (code MIS): these systems accept entities, data and
objects from other server systems (usually of the RAT type). We aggregate these by applying consolidation algorithms to produce decision-support information. Instance systems
in the MIS category include all kinds of reporting and decision-support systems in which we
merge historical and operational data. An example is a portfolio risk management system.
Another example is a Monte Carlo pricing and hedging engine.
We discuss these three categories and we use them to create a Monte Carlo framework.
Finally, we mention that there are two other domain architecture types:
• Process Control Systems (code PCS): these systems monitor and control the values of
certain critical parameters in a system. When a value crosses one or more thresholds
action is then taken to bring the system back to an acceptable state. Systems in this
category include environment controllers (for example, home heating systems), exceptional
reporting systems and systems for pricing and hedging barrier options, for example.
• Access Control Systems (code ACS): these are systems that allow clients to access resources
and objects based on authentication and authorization mechanisms. In fact, these systems
are proxies to other systems.
A discussion of these last two categories is outside the scope of this book.
• Lifecycle Systems and Models (code LCM): these aggregate or composite systems model
the life of entities and objects from the time they are created to when they are no longer
needed in the system. Thus, each LCM system has a MAN, RAT and MIS component.
These components have well-defined responsibilities (we can view them as black boxes) and
they (ideally) communicate with other systems using standardised interfaces.
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The Advantages of Domain Architectures

We discovered and subsequently documented domain architectures after having worked on small,
medium and large software systems. We classify systems based on a dominant core process,
which by definition produces the main products, services and output that the system delivers to
potential client systems. We now describe the products from MAN, RAT and MIS basic types
that we introduced in section 8.2 (the other categories are described in Duffy 2004A):
• MAN : produces finished products and objects that potential client systems can use and
need. The core process is one of conversion of raw data to usable data.
• RAT : these systems process objects (typically from MAN systems) and assign resources to
them. These assigned objects are then planned, scheduled or executed in some way. The
core process is one of knowing what the status of the assigned object is in time and space,
or more generally in some multi-dimensional datastructure.
• MIS : we aggregate and merge many objects (typically from RAT systems), store these
objects in multi-dimensional data structures. The product from MIS systems is typically a
high-level data structure representing a report for use in decision-support systems.
We note that Domain Architectures give us guidelines on what a system should do. We do
not become embroiled with low-level implementation details in the early stages of the software
development process. This is in contrast to traditional object-oriented technology where the
development process tends to begin with the discovery of classes and objects, the relationships
between these entities (using inheritance, aggregation and association relationships, for example)
as well as the discovery of member functions and interfaces. This approach can lead to networks
of tightly-coupled classes that are difficult to maintain. In this chapter we are concerned with
the decomposition of a given system into sub-systems. In chapters 9 and 10 we shall see how to
design the sub-system using POSA system patterns (see POSA 1996) and GOF class-level design
patterns (see GOF 1995), respectively. Having discovered which patterns to use we are then in
a position to implement them using C++ classes and modules. The advantages of a software
development process using system decomposition techniques are:
• They allow us to scope the problem by forcing us to think about what the system should
deliver. Furthermore, we are able to determine the system context; this describes the
external systems that interact with the current system under discussion (the so-called
SUD). Finally, we strive to pin down the interfaces between the SUD and the external
systems as soon as possible and to standardise these interfaces.
• Having defined the boundaries of the SUD we decompose it using a number of architectural and design techniques, such as the Whole-Part and Presentation-Abstraction-Control
(PAC) models that we introduce in chapter 9.
• Identifying the SUD as an instance of a domain category or as an aggregate of a number of
domain categories speeds up the time it takes to decide what kind of system we are really
trying to design.
• Developers can implement the models in an incremental fashion. There are different possible strategies but an important requirement is that the development team should be able
to produce a working system (albeit a simple prototype) in the early phases of the software
lifecycle.
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• Domain Architectures are a valuable cognitive tool for project managers and software
architects. In general, we decompose a system into subsubsystems and an initial high-level
analysis allows these stakeholders to determine how much effort is needed to implement
each subsystem. Let us take an example, in this case a system S having subsystems S1,
S2 and S3. We design four systems namely S, S1, S2 and S3 with each one having its own
responsibilities and interfaces.
Based on a number of factors such as time-to-market, system risk and desired functionality, the
project team can choose from a number of scenarios:
• Scenario A: Create a scale model in which we design a smaller system instead of the full
system. We have seen an example of this in chapter 0 where the system and sub-systems
were defined as follows:
– S1: models a one-factor SDE using a Builder pattern.
– S2: models the finite difference schemes using a Visitor pattern hierarchy in combination with the Template Method pattern.
– S3: the code that implements the Monte Carlo method. This code needs modules
for random number generation, for example Box Muller, Mersenne Twister or lagged
Fibonacci.
– S: this is the system that integrates the sub-systems S1, S2 and S3 and is an instance
of the Mediator and Whole-Part patterns.
The main requirements in this scenario are that the algorithms be accurate and that the
code be efficient. Finally, we adopt this incremental approach when developing new software; it is a low risk process because we either get results in a week or the project runs
into difficulties. Unforeseen problems will surface sooner rather than later.
• Scenario B : Having determined the inter-system interfaces (that we discover from Scenario
A, for example) we then decompose S1, S2, S3 and possibly S into sub-components using the
system patterns described in POSA 1996. The decision to use these patterns is determined
by a number of requirements, such as:
– R1: Suitability of the software for a range of products.
– R2: Accuracy of the software algorithms.
– R3: Interoperability with other systems.
– R4: Security issues.
– R5: Conformance and Compliance with standards.
– R6: Time and resource efficiency (performance).
– R7: Different kinds of user interfaces supported.
– R8: Separation of core application code from volatile user interface and driver code.
– R9: Should our code be portable between different operating systems?
– R10: Should the software system be maintainable?
These are the main requirements that most software systems must satisfy. They tend to be
major implicit assumptions held by the project stakeholders. Unfortunately, many of these
requirements are resolved during the implementation phase. Instead, we determine what
the requirements are during the early stages of the software lifecycle and we then decide
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which patterns will realise these requirements. We discuss these requirements in more
detail in chapters 9 and 10 where we show how to implement them in software. Of course,
requirements R2 and R6 must be satisfied by many systems for computational finance.
• Scenario C : This is an (optional) optimisation step. In this case we develop extendible
systems using maga patterns such as the Broker and the Blackboard (see POSA 1996)
because we can add new systems (for example, a calibration engine) to them without
destroying the stability of the SUD while at the same time we can model them as distributed
or shared memory systems, thus allowing us to take advantage of hardware that supports
multi-threading and parallel programming models. For an introduction to the design of
parallel programs using parallel design methods, see Mattson 2005. We introduce multithreaded and parallel processing models in chapters 24 and 25 of the current book.

8.4

Software Architectures for the Monte Carlo Method

In this section we describe the rationale for a proposed software architecture that can be customised to suit a wide range of applications for the Monte Carlo method. The main goal of
this project is to produce a generic framework that allows us to price and hedge a range of
equity derivatives. In the future we would expect the framework to be adapted to other financial
applications such as credit derivatives, interest rate and risk management products.
We design the system using a high-level design in which we identify three major systems with
each system having one major responsibility. The systems correspond to the most important
activities in the framework. We call them:
• Market Model Systems.
• Numerical Simulator Systems.
• Pricing, Hedge and Risk Systems.
We now describe each of these systems in more detail.
• Market Model Systems: These systems are primarily of the manufacturing type and their
responsibility is to create the equations and algorithms that model the underlying assets.
In this book we use SDEs to model these assets and in particular we focus on SDEs driven
by Geometric Brownian Motion (GBM). In Part III we extend the set of SDEs to those
driven by compound Poisson and Levy processes.
When creating an SDE we need to address a number of issues:
1. How to choose the most appropriate SDE model for the problem at hand.
2. Having chosen an SDE model, determine how to initialise the data and functions that
define the SDE.
3. Determining how to present the SDE as a service (using programmatic interfaces) to
potential clients, for example C++ classes that model the finite difference method.
We can model and design this system in a number of ways. How we design the system is secondary
to the services it delivers to clients; in this case, we have created a template class that is able to
model a range of linear and nonlinear SDEs; the current version of the software in this book is:
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template <typename V, int N, int D> class SDE : public SdeThing
{ // Non-linear SDE; N is the number of independent variables and
// D is the number of Brownian motions
private:
//
public:
SDE();
SDE(const Range<V> range,
const VectorSpace<V,N>& initial_condition);
SDE(const SDE<V, N, D>& source);

// Define components of the drift and diffusion functions
void setDriftComponent (V (*fun) (V value,
const VectorSpace<V,N>& arguments), int row);
void setDiffusionComponent (V (*fun) (V value,
const VectorSpace<V,N>& arguments),int row,
int column);
// Calculate drift and diffusion functions at a given time value
const VectorSpace<V,N>& calculateDrift (V value,
const VectorSpace<V,N>& arguments);
const VectorSpace<V,N>& calculateDiffusion (V value,
const VectorSpace<V,N>& arguments,
const VectorSpace<V,D>& dW);
// Calculate diffusion using Dynamic Vector<double, long>
const VectorSpace<V,N>& calculateDiffusion (V value,
const VectorSpace<V,N>& arguments,
const Vector<V,long>& dW);
const MatrixVectorSpace<V, N, D>& calculateDiffusionMatrix(
V value, const VectorSpace<V,N>& arguments);
//
// Selector functions
const Range<V>& range() const;
const VectorSpace<V,N>& startValue() const;
// Extend functionality with Visitor pattern
void Accept(SdeVisitor<V,N,D>& sv);

};

We may need to extend and adapt this class as new requirements emerge for example, supporting jump processes. We can add new functionality with (hopefully) minimal impact on the
stability of the code by using object-oriented and generic programming techniques in combination with the appropriate software patterns. In this system the Builder, Prototype, Whole-Part
and Decorator patterns play an important role. Please note that the functionality of the class
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SDE <V,N,D> can be extended by means of the Visitor pattern, as already discussed in chapter
0.
• Numerical Simulator Systems: These systems associate the SDEs with finite difference
schemes. In particular, we calculate one or more paths of an SDE. A path contains information about the underlying asset in the interval [0, T ] where T is the expiry date.
Depending on the kind of derivative being priced we may need information at certain
discrete points in [0, T ], for example:
– For plain options we need the value of the underlying at t = T .
– For path-dependent options we need the values over the life of the asset (for example,
its average value or its maximum and minimum values in [0, T ]).
We also must decide how to approximate the SDE. Some choices are:
– By finding the exact solution (if possible).
– By finite difference schemes (weak and strong schemes).
– By other methods, for example Stochastic FEM (SFEM), Karhunen-Loeve methods.
In chapter 0 we used a hierarchy of C++ classes that implement various finite difference methods.
We used the Visitor pattern and we can easily extend it to support code for the exact solutions
and for SFEM (Stochastic Finite Element Method); in these cases we implement each numerical
scheme as a separate visitor class. The base class interface is:
class OneFactorSDEVisitor
{
private:
public:
// Constructors and Destructor
OneFactorSDEVisitor() {}
// Default constructor
OneFactorSDEVisitor(const OneFactorSDEVisitor& source) {}
virtual ~OneFactorSDEVisitor() {}
// The visit functions
virtual void Visit(SDETypeA& sde)=0;

// Linear/linear

// Type B and C are student exercises!
//virtual void Visit(SDETypeB& sde)=0;
//virtual void Visit(SDETypeC& sde)=0;
virtual void Visit(SDETypeD& sde)=0;

// Linear/Nonlinear
// Visit Nonlinear/linear
// Nonlinear/Nonlinear

// Operators
OneFactorSDEVisitor& operator =
(const OneFactorSDEVisitor& source) {}
};

The class of finite difference schemes is defined as follows (they are quite a few, the others can
be found on the CD):
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class FDMVisitor : public OneFactorSDEVisitor
{ // Base class for all schemes

private:
// ...
public:
FDMVisitor(long NSteps, const Range<double>& interval,
double initialValue);
FDMVisitor(long NSteps, const OneFactorSDE& sde);
void SetRandomArray(const Vector<double,long>& randomArrray);
virtual Vector<double, long> path() const;
long getNumberOfSteps() const;
};
class ExplicitEuler : public FDMVisitor
{
public:
ExplicitEuler(long NSteps, const Range<double>& interval,
double initialValue);
ExplicitEuler(long NSteps, const OneFactorSDE& sde);
void Visit(SDETypeA& sde);
void Visit(SDETypeD& sde);
};
class SemiImplicitEuler : public FDMVisitor
{
public:
SemiImplicitEuler(long NSteps, const Range<double>& interval,
double initialValue);
SemiImplicitEuler(long NSteps, const OneFactorSDE& sde);
void Visit(SDETypeA& sde);
void Visit(SDETypeD& sde);
};

This code is the implementation of a Visitor pattern. In these systems we need several supporting
software modules and classes for:
• Mesh generation.
• Classes for dates, calendars, day count conventions.
• Random number generation.
• Compile-time and run-time vectors and matrices.
We implement each of these chunks of functionality as a dedicated C++ class. Furthermore,
each class has one major responsibility. The main goal of the current system is to approximate
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the solution of SDEs by numerical schemes. The product (output) is typically a vector, matrix
or some other related data structure. The steps in the core process are:
1. Register the SDE object for further processing; it may be necessary to transform it into an
internal format.
2. Choose a finite difference scheme to approximate the SDE.
3. Determine the kind of desired path and then calculate this path.
4. Postprocess and present the path for use by client systems.
Client systems will need many paths and the current system should be designed for performance and accuracy.
• Pricing, Hedge and Risk Systems: These are the highest-level management systems that
are clients of the systems for path calculation. We have seen a very simple example of
these MIS systems in Part I; in these cases we created a large number of paths, calculated
the payoff for each corresponding path, then we discounted the averaged value. The main
goal of the current system is to aggregate and to consolidate the numeric data from the
Numerical Simulator Systems to produce high-level decision-support and reporting data.
We summarise some of the features that we implement in this book:
– Pricing one-factor and n-factor vanilla options.
– Pricing options with early exercise features.
– Calculating option sensitivities (delta, gamma and theta, for example).
The main activities in the core process for this system are:
1. Register all necessary path information; filter the relevant information for your application.
2. Determine which merging and consolidation algorithms to use, then execute them and
store the results in the permanent/historical database.
3. Provides interfaces so that clients can get the decision-support data that they need.
At this level we would expect the software to be integrated with Excel, for example. We
discuss C++ and Excel integration in chapter 27.
We have given a simple, special case of the above framework in chapter 0 and chapter 17.
In that case we created a class hierarchy representing various finite difference schemes using the
Visitor pattern. Finally, we aggregated the classes for SDEs, FD schemes and random number
generators using a Whole-Part structural pattern that subsequently played the role of Mediator
between the diverse specialised systems.
What are the most important requirements for this software system? To answer this question,
we need to know who the system stakeholders are. First, we have the group of quant analysts
and developers who create, design and implement new models. The algorithms and the related
data must be accurate. Second, the software system should be suitable for a wide spectrum of
users and hence it must offer them sufficient functionality. The code should also be maintainable
and understandable for the benefit of model validators and those quants who extend and support
the software system. And the resulting code should be efficient.
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Figure 8.1: Generic Model for the Monte Carlo Method

8.5

Summary and Conclusions

In this chapter we have discussed the major architectural issues that we address when developing
systems for the Monte Carlo Method. We identified three subsystems called Market Data Model
(the SDEs in question), the Numerical Simulator Systems (in the main, the finite difference
schemes that approximate the solutions of the SDEs) and the Monte Carlo (the management
system that calculates the option price and its sensitivities). We examined the responsibilities
of each of these systems and the core process in each one.
In the following chapters we shall discuss how to design these systems at ever-increasing levels
of detail. In particular, we model the system depicted in Figure 8.1 using the Unified Modeling
Language (UML) in combination with POSA and GOF patterns (we explain the notation in
chapter 9).
Figure 8.2 is a concept map for the methods and techniques that we describe in the later
chapters. We identify three major stages in the development process; first, we determine in
which domain architecture or category a given system falls, second we decompose the system
into smaller subsystems using POSA patterns that we discuss in chapter 9 and finally we design
and implement the sub-systems using the GOF patterns that we introduce in chapters 10, 11,
12 and 13. These are proven technologies and we shall see that using them leads to flexible
and maintainable software systems. We shall see that system decomposition is not a luxury but
essential when we write multi-threaded applications. We discuss this topic in chapters 24 and
25.
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Figure 8.2: Software Development Process

8.6

Exercises and Projects

1. (Monte Carlo method for claims on many underlying stocks, ****)
We consider the problem of pricing a derivative that is contingent on a number of underlying
assets. In general we will be given a payoff function and we use Monte Carlo simulation
techniques to calculate asset prices and discount the averaged payoff function (Glasserman
2004 page 104, Benth 2004 page 106). We describe the sequence of steps to calculate the
price of the derivative:
A. We calculate a matrix of standard normal numbers; it has n × N elements where n is
the number of underlying assets and N is the number of simulations (or draws):
(y11 , y21 , . . . , yn1 ), .., (y1N , y2N , . . . , ynN )
where
yjk ∼ N (0, 1), j = 1, .., n, k = 1, .., N
B. We define the paths




n
n
X
X
√
2
ski = xi exp r − 12
σij
(T − t) + T − t
σij yjk  , i = 1, ..n, k = 1, .., N
j=1

where
xi = value of underlyings at time t, i = 1, .., n
T = expiry
r = interest rate
Σ = (σij ) 1≤i≤n is the volatility matrix
1≤j≤n

j=1
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C. Calculate the price given by

e−r(T −t) N1

N
X

h(sk1 , sk2 , .., skn )

k=1

where h is a real-valued function of n variables that represents the payoff function.
Answer the following questions:
a) Describe this problem in terms of the architectures as described in section 8.4 and
figure 8.1. Pay particular attention to the identification of the instances of MAN, RAT
and MIS categories and the specification of the interfaces between the systems. In
particular, determine the data that is produced and used by the various sub-systems
in the current application.
b) Which of the requirements R1 to R10 in section 8.3 would you realise first if you
needed to create a software prototype in C++ for this problem?
c) Which design patterns, libraries and classes would you need for a) random number
generation, b) Cholesky decomposition, c) payoff class hierarchy and d) data structures
(for example matrices and vectors)? How long would it take to develop them?
2. (Domain Architectures and some common Finance Applications, ****)
In this exercise we wish to categorise a specific application. At this stage we concentrate
on the core process that is defined by the following characteristics: i) the products, data
or services that the application delivers to potential client systems, ii) the input data that
is needed by the application and iii) the sequence of steps or activities that we need to
execute in order to produce output from input:
The problem is to apply random walk in a partial differential equation (PDE) setting. We
scope the problem by examining the time-independent convection-diffusion equation:
∂u
∂u
∂2u ∂2u
+ 2 + α1
+ α2
=0
2
∂x
∂y
∂x
∂y

(8.1)

defined in the unit rectangle R = (0, 1) × (0, 1) and Dirichlet boundary conditions given
on the boundary of R, that is the solution of equation (8.1) is a known function on the
boundary. We find the solution of the boundary value problem for equation (8.1) at special
hot spots; this is in contrast to finite difference schemes where an approximate solution is
found at many points in the rectangle R. The steps are:
• Create a mesh of discrete points in the rectangle.
• Approximate the derivatives in equation (8.1) by divided differences.
• Choose the point P where we wish to approximate the solution of the boundary value
problem.
• Construct a random walk procedure starting at P to calculate the solution (Klahr
1960).
Answer the following questions:
a) What is the core process for this application?
b) Determine the sub-systems in the current problem, their responsibilities and the data
that they exchange with each other

